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Abstract. In Facebook, the set of pages liked by some users represents
an important knowledge about their real life tastes. However, the process
of classification, which is already hard when dealing with dozens of classes
and genres, is made even more difficult by the very coarse information of
Facebook pages. Our work originates from a large dataset of pages liked
by users of a Facebook app. To overcome the limitations of multilabel
automatic classification of free-form user-generated pages, we acquire
data also from IMDb, a large public database about movies. We use it to
associate with high accuracy a given cinema-related page on Facebook
to the corresponding record on IMDb, which includes plenty of metadata
in addition to genres. To this aim, we compare different approaches. The
obtained results demonstrate that the highest accuracy is obtained by
the combined use of different methods and metrics.
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1 Introduction

Nowadays, Online Social Networks (OSNs) are the most popular applications in
Internet. They changed the way of how people communicate and interact. Struc-
tural properties of OSNs and, in particular, understanding users’ behavior when
they connect to OSNs is crucial for designing user-centered systems. In particu-
lar, analysing every aspect of the online social life of users, we could be able to
build a kind of system, as a distributed system [9], to model a current Online
Social Network, as Facebook. To analyze aspects and characteristics of users,
we need information about the online identity of a user, which involves informa-
tion about the topology of the social graph, friendships and interactions between
users, etc. Given several information regarding an online social network user, one
point consists in the definition of multi-dimensional networks [4, 14], in which
we can mark users with several attributes (i.e. personal interests about cinema,
music, etc.). Multidimensionality allows us to analyze each layer separately and
at the same time investigate aggregations of different layers. Multi-dimensional
networks can be represented as a multi-graph and due to their complexity, they



are difficult to be analyzed. A recent trend in OSNs is to organize the informa-
tion related to some specific topics (music genre, actors, movies, ...) in pages
which can be linked to users through a like operation. This information repre-
sents an important knowledge of the real life of users and permits to categorize
users according to specific categorizations.

The study of online behaviour of users is a hard task for at least two main
motivations: (i) The information is very coarse and not easy to categorize be-
cause users are free to create what they want and how they want. An example
can be done by considering an information related to music pages. In Facebook
we can find several pages related to a singer X and several pages dedicated to
songs of the singer X. All of these pages should belong to the same category. (ii)
The lack of a complete dataset which contains information about users, interac-
tion, interests and temporal behaviour (needed to understand the evolution of
the social life).

Our work deals with a specific objective, in the scope of these general motiva-
tions. In particular, we have tried to overcome some of the mentioned limitations
by gathering a real Facebook dataset in which we have all the required infor-
mation. Thanks to real data, in this paper we provide a tool which can be used
to understand some specific personal data of users, with good precision. Indeed,
the tool permits to limit the amount of the coarse information obtained from
the OSNs by understanding the topic of the information.

We evaluate our tool on Facebook pages concerning movies. The evaluation
shows that the tool is able to find a specific film related to a given title and, as
a consequence, we are able to understand the genre of the film.

2 Related Works

Traditional methods of Social Network Analysis (SNA, see [21]), are often sup-
ported by a semantic analysis of social media to discovery implicit communities
that share common tastes and interests in different domains [2]. Community
detection is one of the most popular and most computationally expensive ap-
plication of SNA; it is useful in recommendation systems, link prediction and
suggestion, epidemic spreading and information diffusion. An example of commu-
nity detection algorithm is presented in [1], which adopts an ego-based approach
and exploits the parallelism of modern architectures. The problem of discovering
topically meaningful communities is introduced in [20]. The framework allows
the discovery of both communities and users’ interests, with quite good results.
In [11] the authors investigate how social networks can be used to generate
recommendations and predict the ratings of clubs. The use of both social and
content-based information in recommendation system is described, also, in [3]. It
presents an inductive learning approach to recommendation, using both ratings
information coming from the individuals of a networks and other forms of infor-
mation about each artifact (such as, cast lists or movie reviews) in predicting
user preferences.



Facebook is one of the most popular online social networks and its structure is
widely investigated: for example, in [23] the authors describe the social structure
obtained by the complete Facebook network of 100 American colleges and uni-
versities from a single-day snapshot. Many companies and brands use Facebook
to increase their social reputation, or for so-called word-of-mouth marketing. In
a recent research [22] the authors investigate the impact of social influence of a
Facebook fan page on movie box offices. In fact, almost every movie has its own
Facebook fan page nowadays. The research shows that it is possible to establish
a relationship between the information diffusion among users on Facebook and
the engagements of a fan page without explicit knowledge of the social network,
and to measure the social influence of leading users in a fan page. HappyMovie
is a Facebook application for recommending movies to groups [18]. The final
recommendation is influenced by the personality of each member of the group
and the way in which they are connected. This way, the application can offer
a product to a group of people that fits the individual needs of every member,
trying to achieve high satisfaction. Another interesting Facebook application for
a movie recommendation system is presented in [17]. It basically exploits the in-
formation coming from Linked Data datasets in the Linked Data cloud, mainly
DBpedia and LinkedMDB (the semantic-enabled version of the Internet Movie
Database IMDb), to compute a semantic similarity between movies and to pro-
vide a recommendation to the user. In [12], authors use both videos and subtitles
of movie trailers to classify the genre and MPAA rating.

In the fields of Information Retrieval and document clustering, the possi-
bility of discriminating and selecting documents using text semantic similarity
is a quite relevant challenge. In [10], the authors discuss the existing works on
text similarity through partitioning them into three approaches: String-based,
Corpus-based and Knowledge-based similarities. String-based similarity mea-
sures operate on string sequences and character composition. In [5], a variant
of the Damerau–Levenshtein Distance is used for spelling corrections. In [13],
Cosine Similarity is used for document clustering. Another string matching al-
gorithm is the Gestalt Pattern Matching, or Ratcliff/Obershelp pattern recog-
nition, that is based on the longest common subsequence [19]. An overview of
Corpus-based and Knowledge-based similarity algorithms is described in [16].
Corpus-based measures of word semantic similarity try to identify the degree of
similarity between words using information exclusively derived from large cor-
pora, while knowledge-based measures try to quantify the degree to which two
words are semantically related, using information drawn from semantic networks.

3 Datasets

3.1 The SocialCircles! Dataset

We use a real dataset gathered by a Facebook application, called SocialCircles!3,
which exploited the Facebook API to retrieve social information about registered

3 http://social.di.unipi.it/



users. The application is now unavailable because Facebook no longer support
the applications exploiting this API since the 1st May 2015. The goal of the
application was to retrieve a good number of Ego Networks, which are explained
in detail in [8]. Instead our specific scenario is explained in [7] and is associated
with the following sets of data:

– Topology and profile information. We gathered complete profile informa-
tion about 337 registered users and the friendship relations existing between
them.

– Interaction information. We collected information about interactions be-
tween users registered to the application and their friends, such as posts,
comments, likes, tags and photos.

– Online presence data. We monitored the chat presence status and obtained
information about the time spent online by registered users and their friends,
for a total of 95.578 users.

The dataset obtained from the SocialCircles! application contains 337 com-
plete Ego Networks, for a total of 144.481 users (ego and their alters). The Ego
Networks we retrieved have the advantage of representing a very heterogeneous
population: 213 males and 115 females, with age range of 15-79 with different ed-
ucation, background and provenience. We believe this is an advantage compared
to other works where the dataset comes from an analysis of groups of people
with the same background and education [15]. In [6] a complete analysis of the
dataset is shown.

3.2 Multi-layer ego network: users, interactions, and movies

Fig. 1. Workflow of data acquisition from Facebook, for a given public page.

As explained before, we are able to build a multi-layer network which contains
different layers, one to describe the ego network of a generic ego, one layer
to describe the interaction between users in an ego network and, finally, one
layer to describe an interest of users, in our case we focus on movie genres.



This multi-dimensional ego networks could be extended in the future with other
information contained in our dataset, such as music, books, etc., which can be
used to categorize users, find homophily and, to recommend information based
on user interest. As shown in Figure 1, from the SocialCircle dataset we extract
information about 69519 Facebook movie pages and the relations between users
and the movie pages (who likes what). Several of them are pages without a
significant title and the most important problem when we need to tag a user
with a genre is to understand the genre of a page from the title of the page, that
is the only information available. Thus, for each page we also collect all available
posts and comments.

3.3 The IMDb Dataset

The Internet Movie Database (IMDb)4 is an online relational database of infor-
mation related to movies, television programs and video games, including cast,
production crew, fictional characters, biographies, plot summaries and reviews,
handled by IMDb.com, Inc., a subsidiary of Amazon. IMDb contains the Top
Rated Movie list, ranked by a formula which includes the number of ratings each
movie received from users, and the value of ratings received from regular users.
To be included on the list, a movie must receive ratings from at least 25000 users.
Using the same threshold for popularity, the dataset used in this work is made
up of all the 4636 unique films that received ratings from at least 25000 users
on IMDb. In addition to the title, the dataset contains synopsis, plot and genre.
Each movie can be associated to one (or more) of the 27 genres. The textual
elements analyzed in our work are titles, plots and synopsis.

4 Methodology

Algorithm 1 Pseudo-code of the main function.

1: function FindMovie(p,M)
2: L ← SelectMovies(p,M)
3: sbest ← 0
4: mbest ← None
5: for all ts,m ∈ L do
6: s← PageSimilarity(p,m, ts)
7: if s > sbest then
8: sbest ← s
9: mbest ← m

10: end if
11: end for
12: return mbest

13: end function

4 http://www.imdb.com/



In our system, the main algorithm confronts a given Facebook page with a
list of IMDb movies, to find the best matching movie. Algorithm 1 is essentially
a function to select the movie with the maximum similarity, with respect to the
given page. The parameters represent, respectively, the given page (p) and the
set of movies (M, in our case, the whole dataset acquired from IMDb). Both
the SelectMovies function and the PageSimilarity function are customizable
in different ways. In fact, we experimented different mechanisms and policies, to
finally find the most suitable combination.

Algorithm 2 Pseudo-code of the selection of movies.

1: function SelectMovies(p,M)
2: L ← ∅
3: for all m ∈M do
4: ts← T itleSimilarity(p,m)
5: L ← L ∪ {(ts,m)}
6: end for
7: L ← Sort(L)
8: n← SliceSize(L)
9: L ← Take(n,L)

10: return L
11: end function

In all our experiments, but the very first, the SelectMovies function is an
implementation of Algorithm 2. Each IMDb movie is associated with its ti-
tle similarity, with respect to the given Facebook page. Thus, a list of pairs
(similarity,movie) is obtained. This list is then sorted and its first n elements
are considered for further analysis. Here, n is the result of an implementation of
the SliceSize function, which we will discuss later.

4.1 Approach #1: Content Similarity

Since titles are not accurate, the first approach we have experimented is simply
to discard them completely. This analysis is based on the content of Facebook
pages and IMDb movies, without considering their titles. Given a certain page p,
we confront it with each movie m in our database, based on their textual content.
For the Facebook page, the text is collected from all posts and comments on the
page. For the IMDb movie, the text is obtained by concatenating its synopsis (if
it is available) with all its plots.

Referring to Algorithm 1, the SelectMovies function is essentially replaced
by an all-pass function. All available movies are accepted and assigned the same
title distance. The PageSimilarity function is evaluated as the Cosine Similarity
between the page p and the movie m. As we will describe later, this approach is
very computational intensive, as it compares a given Facebook page with every
available movie. Moreover, its accuracy is not satisfactory.



Cosine Similarity has been used as it is one of the best known and most
precise algorithms for evaluating the similarity between two long texts. It uses
the classical BagOfWords transformation, for representing a text in a multidi-
mensional space. Features are then weighted according to the TfIdf model, which
highlights the most peculiar words of a given text, instead of the most frequent
words. Texts in our datasets are all prefiltered, for removing stop words, and
stemmed.

4.2 Approach #2: Variable Slice

The second approach uses the similarity between titles, in order to obtain a list
of the most promising movies. This has the aim of both reducing calculations
and also guiding the process towards the most interesting set of movies.

For confronting titles, we have initially considered the Levenshtein distance
and the Gestalt Pattern Matching (GPM) function. However, from the initial
results, the Levenshtein distance has demonstrated to be unfit for this kind of
analysis. Thus, for implementing the TitleSimilarity function, we have used the
Gestalt approach for pattern matching.

For deciding the size of the slice of movies to consider, we have studied the
data in our annotated dataset. In particular, we have plotted a set of points
for these data, in a Cartesian space, where the x-axis represents the obtained
best value of similarity (not necessarily for the correct movie) and the y-axis
represent the position of the correct movie in the sorted list. A linear regression
gives better clue about the most useful region of this space. In fact, when the
best obtained similarity is low, the position of the correct movie tends to be
higher. Thus, in our system, the number of movies considered for full textual
analysis is a variable slice. The implementation of the SliceSize function closely
approximates this regression line, i.e., the slice size is inversely proportional to
the best obtained similarity (which may not correspond to the correct movie).

4.3 Approach #3: Gestalt Title Similarity

As an alternative evaluation, instead of measuring the Cosine Distance between
textual content, we use only the title similarity (based on Gestalt Pattern Match-
ing). In Algorithm 2, this corresponds to a constant slice size of a single element:
the movie with the best matching title.

4.4 Approach #4: Levenshtein Title Similarity

For direct comparison, we repeat the previous approach, using a measure of
similarity based on the the Levenshtein Distance, instead of the Gestalt Pattern
Matching. The similarity measure is essentially obtained from the inverse of
the distance. In the following formula, x is the Levenshtein Distance and y the
similarity (k is a parameter to optimize).

y =
1

1 + k · x



Fig. 2. Linear regression applied to sample data. Each dot represents an instance of the
sample dataset, as a pair (similaritybest, positioncorrect). I.e., we have matched each
obtained best value of similarity (which may not correspond to the correct movie), with
the position of the correct movie in the sorted list. The line is the linear regression.

4.5 Approach #5: Title + Popularity

Additionally, for selecting the most promising movies, their popularity may also
be useful. Thus, we evaluate a popularity index, on the basis of votes collected
on IMDb. We consider the total number of votes, disrespecting their particular
value. Either voted positively or negatively, a movie has to be considered popular
or known, if it collects a large quantity of feedback. For evaluating the popularity
index, we use the following function, which penalizes the less popular movies
(h is a parameter to optimize). It is worth to remember here that we have
collected only IMDb movies with at least 25000 votes. The title similarity is
then combined linearly with this popularity index. Popularity is weighted with
a small coefficient, as it is useful to discriminate only among very similar titles.

y =

(
1− 25000

x

)h

4.6 Approach #6: Title + Popularity + Content

Finally, according to this last approach, both the textual content and the title
provide useful information for finding the right movie. Thus, in this case the
PageSimilarity returns a linear combination of title similarity (Gestalt Pattern
Matching) and content similarity (Cosine Similarity).

Cosine Similarity is inferior, alone. But it provides a good contribution, if
joined with title similarity.



5 Results

Table 1. Results of the different approaches, for both quality and computing time.

Approach Accuracy Precision Recall F-measure Time

#1 14.98% 0.1887 0.1503 0.1596 22611.52 s
#2 68.50% 0.8021 0.6840 0.7095 267.18 s
#3 83.79% 0.8824 0.8374 0.8439 70.09 s
#4 81.65% 0.8901 0.8160 0.8279 7.46 s
#5 84.10% 0.8870 0.8405 0.8445 75.92 s
#6 86.24% 0.8944 0.8620 0.8666 314.26 s

(93.88%)

We have tested all the approaches described in Section 4 on a subset of Face-
book pages, from the global dataset. These randomly selected pages have been
manually annotated and accurately matched with their corresponding IMDb
movies 5. This testset includes 327 pages, which are of very different kinds, in-
cluding some titles with misspelled words, cryptic citations, names of actors and
characters instead of the movie title, non-English language, etc.

In particular, for the content similarity, we always prefilter the textual content
for removing English classical stop words and stemming the remaining words;
for title similarity, we remove only the words “the” and “movie”, which are often
used in names of Facebook pages and largely disturb the analysis, and then re-
move all spaces. In all approaches, we use the following optimizations: the slice
size decreases from 720 at rbest = 0, to 1 at rbest ≥ 0.9; for the Levenshtein
similarity, k is 0.05; for the popularity index, h is 2. In all our tests, the Leven-
shtein similarity has always provided lower accuracy than the Gestalt similarity,
though executing in much less time.

We have found that in many cases the correct movie can be determined simply
through the comparison of titles (approach #5). However, for obtaining the
correct result when the page title is misleading, the comparison of page content
and movie description is needed (approach #2). The final result (approach #6)
is obtained by combining title and content similarity, weighted at 0.40 and 0.60,
respectively; weights are optimized, meaning that content similarity gives an
important contribution. Results are shown in Table 1 and Figure 3. We list here
few aneddoctical examples (when a FB page is dedicated to a whole saga, in the
test set it is linked to the first episode in IMDb).

– FB page: ... Twilight., New Monn., Eclipse and Breaking dawn... [typo in
the title], correctly classified as: The Twilight Saga: New Moon;

– FB page: ∼TwILiGhT∼neW MoOn ∼eCLipse∼bReakiNg DAwN∼, correctly
classified as: The Twilight Saga: New Moon;

5 The main datasets of this work are available at http://sowide.unipr.it/datasets



Fig. 3. Accuracy (left) and execution time (right) of the six different approaches de-
scribed in Section 4. For the accuracy, the last bar shows also the quota of wrong
movies, but still in the correct series/saga. For the execution time, the results are in
seconds and the scale is logarithmic.

– FB page: noi...twilighters forever..., correctly classified as: The Twilight
Saga: New Moon;

– FB page: Toothless the unique NightFury dragon, correctly classified as: How
to Train Your Dragon;

– FB page: “So that’s who Finnick loves. A poor, mad girl back home.” [quotes
in the title], correctly classified as: The Hunger Games;

– FB page: New Zealand Hobbit Fans, correctly classified as: The Hobbit: An
Unexpected Journey ;

– FB page: Meet the Parents: Little Fockers, wrongly classified as: Meet the
Fockers, instead of: Little Fockers;

– FB page: Matrix Trilogy, wrongly classified as: The Matrix Reloaded, instead
of: The Matrix ;

– FB page: “boom boom!...fire powerr!” (Night At the Museum 2) [quotes in
the title], wrongly classified as: Night at the Museum, instead of: Night at
the Museum: Battle of the Smithsonian.

Finally, by a closer look at the errors, it can be easily observed that many
wrong movies are still selected from the correct series/saga. In many cases this
might still be a useful result. Counting also these instances as acceptable, the
final accuracy would be at 93.88%. In our opinion, the final result is pretty good
also for real world application. It is mainly due to the inclusion of external data,
IMDb in this case, in the process. These data add valuable knowledge, which is
exploited by the prediction system. As a downside, this kind of approach cannot
deal with pages related to less known or too recent movies, which are not present
in the IMDb list of popular movies, by number of votes.

In the end, it is worth to consider that a bayesian multi-label classifier (27
labels) has shown an accuracy of 68.38%, in predicting any one of the genres
associated with a movie. This classifier has been trained and tested, with 10-
folds cross validation, on the synopsis and plots from IMDB, which usually are
more coherent than Facebook pages. In [12], using movie subtitles, the genre is
classified with an accuracy of 43.66%, using a Support Vector Machine classifier,
with 7 possible output labels.



6 Conclusions

The motivation for this research work was to study the possibility of inferring
some Facebook users’ tastes about cinema genres, by analysing the pages they
like. Multi-class automatic classification with high accuracy, as required in the
case of the dozens of movies genres, is always challenging. It is even more so in
case of coarse user-generated pages. Our approach is based on the use of IMDb
data, to associate a Facebook page with an IMDb record, instead of direct genre
classification. This way, on the basis of title and content similarity, we are able
to obtain a high level of accuracy in finding the exact movie which the Facebook
page is dedicated to. Thus, we gain not only genre information, but also all the
metadata in IMDb.
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